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José M. Carreira
University Hospital Complex of Santiago de Compostela (CHUS),

Santiago de Compostela, Spain

Abstract

In this paper we propose a multiscale parametric snake model for ellipse motion estimation across a
sequence of images. We use a robust ellipse parameterization based on the geometry of the intersection
of a cylinder and a plane. The ellipse parameters are optimized in each frame by searching for local
minima of the snake model energy including temporal coherence in the ellipse motion. One advantage of
this method is that it just considers the convolution of the image with a Gaussian kernel and its gradient,
and no edge detection is required. A detailed study about the numerical evaluation of the snake energy
on ellipses is presented. We propose a Newton-Raphson type algorithm to estimate a local minimum
of the energy. We present some experimental results on synthetic data, real video sequences and 3D
medical images.
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1 Introduction

Ellipse estimation is a classical problem in computer vision which appears in many applications, such as
camera calibration or medical imaging. In this paper we address the problem of ellipse motion estimation
using snake (or active contour) models which aim to extract object contours in the image by means of an
energy minimization approach. Let I(t) be an image sequence and C(t) the ellipse we want to track across
the image sequence. C(t) is given by 5 parameters: the ellipse center (xc(t), yc(t)), the ellipse orientation θ(t)
and the ellipse semi axes a(t) and b(t). The general form of the energy we propose for the ellipse tracking is
given by

E(C(t)) = EL(C(t))︸ ︷︷ ︸
line

integral

+ EA(C(t))︸ ︷︷ ︸
area

integral

+ ET (C(t))︸ ︷︷ ︸
temporal
coherence

. (1)

The first term of the energy, EL(C(t)), is given by a line integral which measures the image intensity variation
across the ellipse contour. The second term of the energy, EA(C(t)), measures, in a neighborhood of the
ellipse, the variability of the image intensity on both sides of the ellipse, and the third term of the energy,
ET (C(t)), introduces a temporal coherence in the ellipse motion. Below, we will present in detail different
potential choices for these three terms. We point out that, as ellipses are smooth curves, we do not need to
include in the energy the usual curve regularization term present in the snake models. On the other hand,
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the proposed energy only depends on the ellipse parameters and the problem is therefore much simpler
than in the general minimization case where the unknown C(t) can be any Jordan curve. In particular, in
the proposed model, we can look for the energy local extrema directly by using a Newton-Raphson type
minimization algorithm.

The main contributions of the paper are the following:

• A new multiscale parametric snake model for ellipse motion estimation including temporal coherence
which does not require edge detection and provides accurate results even in the case of challenging
video sequences.

• A new robust ellipse parameterization to minimize the parametric snake energy based on the geometry
of the intersection between a cylinder and a plane.

• An energy minimization algorithm based on a detailed study of the discrete evaluation of the different
energy terms and a similarity criterion to compare ellipses.

The rest of the paper is organized as follows: in Section 2, we briefly present the most relevant related
works. In Section 3, the proposed model for the parametric snake energy is presented in detail. In Section 4,
the energy optimization algorithm is presented. In Section 5, we show some experimental results on videos
(2D+t) and 3D medical images. Finally, in Section 7, we present the main conclusions.

2 Related works

In the last years, considerable attention has been devoted to the formulation of the snake models in terms of
the evolution of level sets, which yields to partial differential equations. For instance, in the seminal paper
[9], the following level set evolution equation is proposed

∂u

∂t
= g(‖∇Gσ ∗ I‖) ‖∇u‖

(
div

(
∇u
‖∇u‖

)
+ ν

)
, (2)

where I is the original image and Gσ is a Gaussian convolution kernel of standard deviation σ. Function g(·)
is designed to attain its minima on the object contour, which corresponds to locations with a high image
intensity gradient. A usual choice for g(.) is given by

g(s) =
1

1 + λ · ‖s‖2
, (3)

with λ ≥ 0. A general introduction to the snakes segmentation techniques can be found in [4]. In [10] the
geodesic snakes are introduced and a morphological implementation of this model is presented in [2, 24].
Snake models based on statistical region models and a vector-valued front propagation using a level set
approach are introduced in [8]. A snake model for motion estimation and tracking is presented in [26].

Parametric snake models where the curve corresponding to the object boundary has a particular shape
(e.g., polygons) has been studied in [5, 13]. A general introduction to the applications of snakes to bioimage
analysis is presented in [15].

Usually, the energy function of snakes may include 2 types of image fitting terms: a contour integral
and/or a region-based term including integrals on both sides of the snake contour. For instance, a com-
bination of contour and region-based snake models in the context of muscle fiber image analysis has been
proposed in [7]. In [32], the following region-based energy is introduced:

E(Γ) =
1

|Γ|

(∫
Γ \Γ′

I −
∫

Γ′
I

)
, (4)

where I is the image and Γ,Γ′ are the interior regions of 2 concentric ellipses satisfying that |Γ| = 2|Γ′|. This
energy aims to extract bright ellipses on a darker background. In addition, the authors discuss the problem
of ellipse parameterization and point out the limitations of the usual ellipse parameterization given by the
semi-axes, the center and the orientation of the ellipse. To overcome those restrictions, they parameterize
the ellipse by using 3 control points that provide 6 degrees of freedom. In [14] the authors propose a snake
parameterization which uses splines and includes ellipses as particular instances.
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Region-based fitting energy terms are also commonly used in the literature. In [11], the following one is
introduced.

α−

∫
inside(C)

(I(x̄)− I−)2 + α+

∫
outside(C)

(I(x̄)− I+)2, (5)

where inside(C) is the region inside the curve, outside(C) is the region outside the curve, I− is the average
of I in inside(C) and I+ is the average of I in outside(C). In this case, by minimizing the energy, the
curve tends to move toward those locations where the image has a minimum variance on both sides of the
curve. The curve location is optimal when the image is constant on both sides of the curve. To use local
neighborhood of the curve C to compute the energy (5) has also been proposed ( see [1] ). An online
implementation of the method proposed in [11] can be found in [17].

In [21], the authors propose the following choice of energy function to define the parametric snake model:

EL(C) =

∮
C

∇I(x̄(s)) · n̄(s)ds (6)

where n̄(s) is the curve outward-pointing normal vector. This model assumes that the region inside the
curve is brighter than the outer one, and then, the integrand in the above expression has a negative value
along the ellipse contour.

On the other hand, temporal coherence is a topic largely studied in the context of optical flow estimation.
For instance, in the papers [6], [35] and [37] temporal coherence is taken into account in the optical flow
models by including temporal derivatives of the flow in the variational optical flow model. The way we
propose to include temporal coherence in ellipse motion model is inspired in these approaches for the optical
flow estimation.

Ellipse fitting from a collection of points extracted in an image is a classical problem in computer vision.
In the recent survey [22], a summary of the different algorithms for ellipse fitting is presented. The Hough
Transform (HT) is the usual technique to simultaneously detect a collection of ellipses in an image. It was
first introduced in [20] as a method for detecting complex patterns of points in a digital image. Because it
requires the search patterns to be described in a specific parametric form, it has most commonly been used
for the detection of basic curves, such as lines, circles or regular shapes (see for instance [20, 33, 25]).

Recently, in [28], a method to extract line segments and elliptical arcs which is not based on the Hough
transform is proposed. The method uses an a contrario validation strategy which formally guarantees the
control of the number of false positives and requires no parameter tuning. In [34], the author proposes an
ellipse tracking technique based on the analysis of the image histogram along some segments orthogonal to
the ellipse contour. In the context of ultrasound image segmentation, a method based on a Kalman filter to
perform vessel tracking using an elliptical model is proposed in [19]. Parametric snake technique for circle
tracking has been studied in [12].

3 Parametric snake models for ellipse motion estimation

3.1 Ellipse parameterization

There are different ways to parameterize an ellipse. For instance, in [27], an algebraic parameterization is
presented. In [32] the ellipse is parameterized using three ellipse points. However, the most common way to
parameterize an ellipse is to use the ellipse center (xc, yc), the semi-axes a, b and the ellipse orientation θ.
The main advantage of this parameterization is that allows for an easy geometric interpretation. However,
as pointed out in [32], one drawback of this is approach is that the ellipse orientation θ is undefined when
we deal with a circle. That is, we obtain the same circle for any value of θ, which can generate instability
problems when we use optimization algorithms. In this paper we use a different ellipse parameterization
which is based on the geometry of the intersection of a cylinder and a plane (see Fig. 1).

In the next lemma we show how to parameterize an ellipse using our approach:

Lemma 1 Let Cu be the cylinder centered at (xc, yc, 0), with radius r, and with the axis orientation given
by the vector u = (sinα, cosα sinβ, cosα cosβ), then the intersection of Cu with the plane Z = 0 is given by
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Figure 1: Illustration of the geometry of the plane - cylinder intersection we use to parameterize an ellipse.
The ellipse is in the plane Z = 0 and the cylinder is oriented in the direction of u.

the ellipse centered at (xc, yc) with semi-axes and orientation θ given by

a =
r

cosα cosβ
(7)

b = r (8)

θ = arctan

(
sinα

cosα sinβ

)
. (9)

From these equations we observe that the cylinder orientation given by the angles (α, β) generates the same
ellipse as the angles (−α,−β). On the other hand, if Cp is an ellipse of parameters (xc, yc, a, b, θ), then Cp

can be characterized as the intersection of the plane Z = 0 and the cylinder centered at (xc, yc, 0), radius
r = b, and axis orientation u = (sinα, cosα sinβ, cosα cosβ), where α and β are given by

α = arccos

√1 + b2

a2 tan2 θ

1 + tan2 θ

 (10)

β = arccos

(
b

a

√
1 + tan2 θ

1 + b2

a2 tan2 θ

)
. (11)

We observe that, from the above expressions, the angles α and β can be positive or negative. The signs
of these angles are fixed in such a way that equation (9) is satisfied.
Proof of lemma 1: Without loss of generality, we can assume that the ellipse is centered at (0, 0) in the
plane Z = 0 and the cylinder is centered at (0, 0, 0). Initially, we consider the cylinder oriented in the z axis
given by the set {(X,Y, Z) ∈ R3 : X2 + Y 2 = r2}. We apply a combination of X − Z and Y − Z rotations
to the cylinder, given by

R =

 1 0 0
0 cosβ sinβ
0 − sinβ cosβ

 cosα 0 sinα
0 1 0

− sinα 0 cosα

 .

Under the action of this rotation, the cylinder main axis, given by e3 = (0, 0, 1)T , is transformed into

u = R · e3 = (sinα, cosα sinβ, cosα cosβ)
T
. The intersection between the rotated cylinder and the plane

Z = 0 is an ellipse with the major axis oriented in the direction (sinα, cosα sinβ)
T

. Therefore, the ellipse
orientation θ is given by

θ = arctan

(
sinα

cosα sinβ

)
.
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Figure 2: We show a cut of the intersection of the cylinder and the plane Z = 0 when the cylinder is rotated
an angle γ. We observe that the intersection of the cylinder and the plane Z = 0 in this cutting plane is a
segment of length 2r

cosγ .

Let γ be the angle between e3 and u, then γ satisfies that cos γ = cosα cosβ. As illustrated in Fig. 2,
the ellipse major axis satisfies that

a =
r

cos γ
=

r

cosα cosβ
.

Finally, the ellipse minor axis b, which is oriented in the direction (cosα sinβ,− sinα)
T

is equal to r,

because in such direction the rotation R does not modify the points. That is, R (cosα sinβ,− sinα, 0)
T

=

(cosα sinβ,− sinα, 0)
T
. The first part of the lemma is therefore proved. In order to prove the second part

of the lemma, we first use the equations we have just stated to obtain:

cosβ =
b

a cosα

sin2 α = tan2 θ cos2 α sin2 β,

and a straightforward computation yields to

cos2 α =
1 + b2

a2 tan2 θ

1 + tan2 θ

cos2 β =
b2

a2

1 + tan2 θ

1 + b2

a2 tan2 θ
,

which concludes the proof of the lemma.
We point out that, by using this lemma, we can parameterize an ellipse with the parameters p = (xc, yc, r,

α, β). This parameterization has several interesting advantages. First, it is well defined in case we deal
with a circle (α and β have to be equal to zero in the case of a circle). Moreover, this parameterization
associates a cylinder to each ellipse and the cylinder orientation provides very useful information. If we
deal with an orthographic projection camera model pointing toward a circle in the scene, the vector u =
(sinα, cosα sinβ, cosα cosβ) provides the orientation of the plane where the circle is located with respect
to the camera. If we deal with 3D images with tubular structures, the vector u points in the direction of the
central axis of the tubular structure, which is an important piece of information when we analyze 3D images.
On the other hand, when we analyze vessel structures in a 3D medical image, the area of the orthogonal
cross-sections of the vessels is one of the most relevant features in the medical diagnosis. If we assume that
a vessel is locally similar to a cylinder, we can conclude from the above lemma that such cross-section is
given by a circle of radius r (the cylinder radius), which is equal to b, the minor semi-axis of the ellipse.
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3.2 Parametric snake model

As quoted in the introduction, the general model we propose for the ellipse motion estimation is given
by equation (1). For the first term of the energy we study the following choices :

E1
L(C(t)) =

wL
|C(t)|

∮
C(t)

(∇I(t) ∗Gσ(x̄(s))) · n̄(s)ds, (12)

E2
L(C(t)) =

wL
|C(t)|

∮
C(t)

1

1+λ‖∇I(t)∗Gσ(x̄(s))‖2
ds, (13)

where wL ≥ 0 is a weight to balance the term in the energy, x̄(s) is a parameterization of the ellipse and
Gσ(.) is a 2D Gaussian convolution kernel with standard deviation σ (which represents the scale of the
analysis). As in the case of the energy (6) proposed in [21], for the energy term E1

L(C(t)) we also assume
that the image intensity inside the ellipse is brighter than outside. In the opposite case (the image intensity
inside the ellipse is darker than outside), we just have to change the sign in the energy term E1

L(C(t)).
For the area term EA(C(t)) we propose the following expression inspired in the region-based fitting energy

term introduced in [1], [11] (see (5)):

EA(C(t)) = wA

(
1
|A−|

∫∫
A−
(∇I(t) ∗Gσ(x̄)− I−)2dx̄

) 1
2

+

+wA

(
1
|A+|

∫∫
A+

(∇I(t) ∗Gσ(x̄)− I+)2dx̄
) 1

2
, (14)

where wA ≥ 0. A− is the region between the ellipse C(t) of parameters (xc(t), yc(t), r(t), α(t), β(t)) and the
ellipse of parameters (xc(t), yc(t), r(t)− δ−, α(t), β(t)) with δ− > 0. A+ is the region between the ellipse of
parameters C(t) and the ellipse of parameters (xc(t), yc(t),
r(t)+δ+, α(t), β(t)). I− and I+ are the average of I(t)∗∇Gσ in the integral regions A− and A+, respectively.
To simplify, δ− and δ+ are fixed in order to ensure that |A+| = |A−|, which yields to the following relation
between δ+ and δ− :

δ+ =
√
δ−(r − δ−) + r(r + δ−)− r.

The choice of the temporal coherence term, ET (C(t)), is inspired in the temporal coherence used in
optical flow estimation techniques based on the time derivatives of the flow. In general, in real applications,
the location of the ellipse can change abruptly across the image sequences but the size of the ellipse, given
by the semi-axes, usually, tends to vary smoothly, so that, based on this remark, we propose the following
temporal coherence term:

ET (C(t)) = wT

[ ∣∣∣∣ a′(t)

a(t− 1)

∣∣∣∣+

∣∣∣∣ b′(t)

b(t− 1)

∣∣∣∣ ] (15)

where wT ≥ 0 is a weight to balance the term in the global energy. The division by a(t − 1) and b(t − 1)
is introduced so that ET (C(t)) is independent of the image resolution. We observe that the time variable
t is discretized and for the first frame, t = 0, usually the initial ellipse can be far away from the targeted
one and it has no sense in this case to enforce temporal coherence. Therefore, for the first frame we never
include temporal coherence in the ellipse estimation.

4 Algorithm design

In each frame of the sequence we use a Newton-Raphson type algorithm to find local extrema of energy (1).
Consequently, we need an initial approximation, C0, of the ellipse location. We use the ellipse estimated in
the previous frame, C(t − 1) as initialization (except for the first frame, for which the ellipse is manually
provided). If the initial ellipse C0 is far away from the target, the minimization algorithm might provide a
spurious minimum and the tracking procedure could fail. To cope with this problem, we use the following
multiscale approach: let {σk}k=1...,K be a sequence satisfying that

σK > · · · > σk > · · · > σ1 = σ, (16)

let C(t − 1) be the ellipse obtained by minimizing the energy (1) for the image I(t − 1). We denote by
Cσk(C∗) the ellipse obtained by applying the Newton-Raphson type algorithm to minimize E(C) for the
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image I(t) using the ellipse C∗ as initial approximation and σk as standard deviation of the Gaussian Gσ.
We define the following multiscale scheme to obtain the local minima C(t) of energy (1):

C(t) = Cσ1(. . . (CσK−1(CσK (C(t− 1)))) . . . ). (17)

The larger the value of σK , the more robust the ellipse estimation with respect to its initialization.
We observe that once an initial ellipse motion estimation is obtained using σK , then, using the multiscale
approach this ellipse motion estimation is refined in the low scales in a more accurate way, so thanks to the
multiscale approach we can get robustness without lack of precision in the ellipse motion estimation.

4.1 Energy evaluation

To compute the Gaussian convolution in equation (1), we use standard separable filter implementations
(see, for instance, [18, 29]). The image gradient is computed using standard finite difference 3×3 convolution
masks (see [30]).

In order to evaluate numerically the energy E(C), we need to introduce some mathematical results about
ellipses. First, to compute the ellipse perimeter |C| we use the well known Ramanujan formula given by

|C| ≈ π(a+ b)

1 +
3 (a−b)2

(a+b)2

10 +
√

4− 3 (a−b)2
(a+b)2

 .

Let Cr be the ellipse of parameters (xc, yc, θ, a(r), b(r)) where b(r) = r and a(r) is given by equation (7).
The coordinates of the points of the ellipse Cr can be expressed as

x̄r(s) =

(
xc + a(r) cos(s) cos(θ)− r sin(s) sin(θ)
yc + a(r) cos(s) sin(θ) + r sin(s) cos(θ)

)
,

for s ∈ [0, 2π). The ellipse arc length between 2 points x̄r(s) and x̄r(s
′) is given by

Lr(s, s
′) =

∫ s′

s

√
a(r)2 + r2 + cos (2q) (r2 − a(r)2)

2
dq.

A first order approximation of the arc length Lr(s, s
′) using a Taylor expansion centered at s yields to

Lr(s, s
′) ≈

√
a(r)2 + r2 + cos (2s) (r2 − a(r)2)

2
(s′ − s).

Using this first order approximation, we obtain that, if h > 0 is small enough, the sequence {sr,hk } given by

sr,hk+1 = sr,hk +
h√

a(r)2+r2+cos(2sr,hk )(r2−a(r)2)

2

, (18)

where sr,h0 = 0, and k ∈ N , satisfies that

Lr(s
r,h
k , sr,hk+1) ≈ h.

That is, the sequence {sr,hk } provides a discretization of the ellipse in such a way that the arc length

between 2 consecutive points is approximately constant. In practice, h is chosen in such a way that |Cr|h ∈ N .
In the experiments presented in this paper we use the following choice of h:

h = hr =
|Cr|
d|Cr|e

, (19)

where d·e is the ceiling function. Then, for any function f(x̄r(s)) defined on the ellipse, we can approximate
the line integral as : ∮

Cr

f(x̄r(s))ds ≈
d|Cr|e−1∑
k=0

f(x̄(sr,hk ))h,
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we use this approach to compute the line integral term EL(.) in energy (1). We observe that the ellipse

normal direction n̄(sr,hk ) in the point x̄r(s
r,h
k ) can be computed as

n̄(sr,hk ) =

(
r cos(sr,hk ) cos(θ)− a(r) sin(sr,hk ) sin(θ)

r cos(sr,hk ) sin(θ) + a(r) sin(sr,hk ) cos(θ)

)
∥∥∥∥( r cos(sr,hk ) cos(θ)− a(r) sin(sr,hk ) sin(θ)

r cos(sr,hk ) sin(θ) + a(r) sin(sr,hk ) cos(θ)

)∥∥∥∥ .
To compute the area integral term EA(.) in energy (1) we define the ellipse sector, Sr

′,s′

r,s , as :

Sr
′,s′

r,s = {x̄r′′(s′′) : r ≤ r′′ ≤ r′ and s ≤ s′′ ≤ s′}

for any r′ > r and s′ > s. The sets A+ and A− defined in the area energy term (14) can be expressed as

A+ = S
r+δ+,2π
r,0 A− = Sr,2πr−δ−,0.

In the case that r′ − r and s′ − s are small enough, we can approximate the area of the ellipse sector Sr
′,s′

r,s

using a rectangle of sides the arc length between the angles s and s′ and the projection of a vector joining

both ellipses on the ellipse normal direction. That is, we approximate
∣∣∣Sr′,s′r,s

∣∣∣ as

∣∣∣Sr′,s′r,s

∣∣∣ ≈ Lr(s, s′)| (x̄r′(s)− x̄r(s), n̄(s)) |

= Lr(s, s
′)

a(r) |r′ − r|√
a(r)2+r2+cos(2s)(r2−a(r)2)

2

.

Then, to approximate the integral of any function F : Ω ⊂ R2 → R in the set S̄r
′,2π
r,0 , we use the expression

∫∫
S̄r
′,2π
r,0

F ≈
M−1∑
m=0

d|Crm |e−1∑
k=0

F
(
x̄rm(s

rm,hrm
k )

) ∣∣∣∣Srm+1,s
rm,hrm
k+1

rm,s
rm,hrm
k

∣∣∣∣
=

M−1∑
m=0

d|Crm |e−1∑
k=0

F
(
x̄rm(s

rm,hrm
k )

) rm(s
rm,hrm
k+1 − srm,hrmk )

cosα cosβ
δr,

where M = d|r′ − r|e ∈ N and rm, δr are given by

rm = r +m
r′ − r
M

δr =
|r′ − r|
M

.

We remark that using the above expression to approximate the area integrals, the numerical computation
of the energy terms EA(.) is straightforward.

From a computational point of view, the most time consuming step of the proposed method is the
evaluation of the energy (1). However, by inspection of the algorithm, we observe that the computational
cost of this evaluation is just linear with respect to the ellipse length. This feature allowed as to design a
fast numerical implementation of the algorithm. (See Section 6 for details).

4.2 Energy optimization

We denote by E(p) = E(Cp) the energy (1) associated the ellipse of parameter p = (xc, yc, r, α, β)
We use the following Newton-Raphson type algorithm to minimize energy (1) with respect to the ellipse

parameters p:
pn+1 = pn − (∇2E(pn) + γId)−1∇E(pn), (20)

where ∇2E(pn) is the 5× 5 Hessian matrix, Id is the identity matrix, and ∇E(pn) is the gradient vector. γ
is a damping parameter used to control the convergence of the minimization (γ is updated in each iteration
to ensure that E(pn+1) < E(pn). Usually, its value is higher when we are far away from the solution and it
decreases when we approach the solution. The idea of using a damping parameter in optimization algorithms
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was introduced by Levenberg in 1944 in the context of the well-known Levenberg-Marquardt optimization
algorithm (see [23] for more details). To compute the derivatives of the energy E(p) we use the following
standard finite difference formula:

∂E(p)

∂pi
≈ E(p + hiei)− E(p− hiei)

2hi

∂2E(p)

∂p2
i

≈ E(p+hiei)+E(p−hiei)−2E(p)

h2
i

∂2E(p)

∂pi∂pj
≈ Ei,j(p)+E−i,−j(p)−Ei,−j(p)−E−i,j(p)

4hihj
,

where Ei,j(p) = E(p+hiei+hjej), {ei} is the standard basis and hi > 0 is chosen according to the expected
magnitude of pi.

We remark that in the parameterization provided by lemma 1, the ellipse parameters (xc(t), yc(t), r(t), α(t),
β(t)) and (xc(t), yc(t), r(t),−α(t),−β(t)) yield to the same ellipse, so that there is an ambiguity in the sign
of angles α(t) and β(t) that we have to fix. As we deal with a tracking ellipse procedure, we will use the
information of the 3D location of the centers of consecutive ellipses to fix the sign of α(t) and β(t) in the
following way: first we compute the vectors

u1 = (sinα(t), cosα(t) sinβ(t), cosα(t) cosβ(t))

u2 = (− sinα(t),− cosα(t) sinβ(t), cosα(t) cosβ(t))

t = (xc(t)− xc(t− 1), yc(t)− yc(t− 1), 1) ,

and then we compute u as
u = arg max

ui

|ui · t| .

That is, for each ellipse, we fix the sign of α(t), β(t) in such a way that u has a similar orientation to the
one provided by the 3D motion described by the ellipse centers.

4.3 Similarity criterion to compare ellipses

To perform comparison between two ellipses, C1 and C2 we define the following similarity criterion:

d(C1, C2) =
|Ĉ1 \ Ĉ2|+ |Ĉ2 \ Ĉ1|

|Ĉ1|+ |Ĉ2|
(21)

where Ĉ1, Ĉ2, represent the set of points inside the ellipses C1 and C2. We point out that 0 ≤ d(C1, C2) ≤ 1,
d(C1, C2) = 0 iff C1 ≡ C2 and d(C1, C2) = 1 iff C1 ∩ C2 = ∅. To compute an estimation of the above ellipse
similarity criterion we use the following lemma
Lemma 2 Let C1, C2 be two ellipses with centers x̄1 and x̄2 respectively then :

(i) if x̄1 ∈ Ĉ2 then any ray, Rθ(x̄1), with initial point x̄1 and orientation θ intersects the ellipse contours
C1, C2 in 2 points p̄1(θ), p̄2(θ) and

Ĉ1 \ Ĉ2 ∪ Ĉ2 \ Ĉ1 = ∪θ∈[0,2π)p̄1(θ), p̄2(θ)

where p̄1(θ), p̄2(θ) represents the segment joining p̄1(θ) and p̄2(θ)
(ii) if x̄1 /∈ Ĉ2 then for any ray, Rθ(x̄1), with initial point x̄1 and orientation θ such that C2∩Rθ(x̄1) 6= ∅

we have that
Ĉ2 ∩Rθ(x̄1) = p̄2,1(θ), p̄2,2(θ)

with ‖p̄2,2(θ)− x̄1‖ ≥ ‖p̄2,1(θ)− x̄1‖ and

Ĉ1 ∩ Ĉ2 = ∪θ∈Θ

(
p̄2,1(θ), p̄1(θ) ∩ p̄2,1(θ), p̄2,2(θ)

)
where Θ is defined as :

Θ = {θ ∈ [0, 2π) : Rθ(x̄1) ∩ C2 6= ∅ and p̄2,1(θ) ∈ Ĉ1}
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Proof : (i) : if x̄1 ∈ Ĉ2 then, for any ray Rθ(x̄1) the sets {Ĉi ∩ Rθ(x̄1)}i=1,2 are non empty, compact and

convex and then the point p̄i(θ) = {p̄ ∈ Ĉi ∩ Rθ(x̄1) : ‖p̄− x̄1‖ ≥ ‖p̄′ − x̄1‖ ∀p̄′ ∈ Ĉi ∩ Rθ(x̄1)} belongs to
the ellipse contour Ci. On the other hand, if ‖p̄1(θ)− x̄1‖ ≥ ‖p̄2(θ)− x̄1‖ then p̄1(θ), p̄2,1(θ) ⊂ Ĉ1 \ Ĉ2 and

if ‖p̄2(θ)− x̄1‖ ≥ ‖p̄1(θ)− x̄1‖ then p̄1(θ), p̄2,1(θ)

⊂ Ĉ2 \ Ĉ1. Moreover, if x̄ ∈ Ĉ1 \ Ĉ2 ∪ Ĉ2 \ Ĉ1 then x̄ ∈ p̄1(θ), p̄2,1(θ) where Rθ(x̄1) is the ray passing through
x̄ which concludes the proof of (i).

(ii) First, we observe that if x̄1 /∈ Ĉ2 then for any ray Rθ(x̄1), the set Ĉ2∩Rθ(x̄1) can be empty or it can be
convex and equals to p̄2,1(θ), p̄2,2(θ). On the other hand, if x̄ ∈ Ĉ1∩Ĉ2 then x̄ ∈ Ĉ2∩Rθ(x̄1) = p̄2,1(θ), p̄2,2(θ),

x̄ also satisfies ‖p̄2,1(θ)− x̄1‖ ≤ ‖x̄− x̄1‖ ≤ ‖p̄1(θ)− x̄1‖ and therefore x̄ ∈ p̄2,1(θ), p̄1(θ) ∩ p̄2,1(θ), p̄2,2(θ).

On the other hand, if p̄2,1 ∈ Ĉ1 then since Ĉ1 is convex p̄2,1(θ), p̄1(θ) ⊂ Ĉ1 and therefore p̄2,1(θ), p̄1(θ) ∩
p̄2,1(θ), p̄2,2(θ) ⊂ Ĉ1 ∩ Ĉ2 which concludes the proof of (ii). We observe that

p̄2,1(θ), p̄1(θ) ∩ p̄2,1(θ), p̄2,2(θ) = p̄2,1(θ), p̄12(θ)

where

p̄12(θ) =

{
p̄1(θ) if ‖p̄1(θ)− x̄1‖ ≤ ‖p̄2,2(θ)− x̄1‖
p̄2,2(θ) otherwise

Algorithm to compute the similarity criterion (21)
By applying the above lemma, given a partition θ0 = 0 < θ1 < · · · < θN = 2π we use the following

approximations to compute (21):
case 1: if x̄1 ∈ Ĉ2 then

|Ĉ1 \ Ĉ2|+ |Ĉ2 \ Ĉ1| ≈
N−1∑
n=0

| ̂p̄1(θn), p̄2(θn), p̄1(θn+1), p̄2(θn+1)|

where ̂v̄1, v̄2, v̄3, v̄4,represents the quadrilateral polygon with vertices v̄1, v̄2, v̄3,v̄4.
case 2: if x̄1 /∈ Ĉ2 then

|Ĉ1 ∩ Ĉ2| ≈
∑

θn,θn+1∈Θ

| ̂p̄1(θn), p̄2(θn), p̄1(θn+1), p̄2(θn+1)|,

and
|Ĉ1 \ Ĉ2|+ |Ĉ2 \ Ĉ1|

|Ĉ1|+ |Ĉ2|
=
|Ĉ1|+ |Ĉ2| − 2|Ĉ1 ∩ Ĉ2|

|Ĉ1|+ |Ĉ2|
.

Then we can compute d(C1, C2) using an estimation of |Ĉ1 ∩ Ĉ2|.

5 Experimental results

To check the accuracy of our proposed method, three kinds of experiments have been performed: synthetic
sequences with added noise, real video sequences, and a 3D medical images.

5.1 Synthetic sequences

We perform some experiments on two synthetic sequences corrupted with different levels of additive Gaussian
noise with zero mean. Let {I(t, x̄)}t=1,..,T be an image sequence where x̄ represents the spatial variable and
t the discretized temporal variable. To measure the amount of noise added to the image we use the following
noise-to-contrast ratio

NCR = maxt∈{1,..,T}
σ′

maxx̄I(t, x̄)−minx̄I(t, x̄)
(22)

where σ′ is the standard deviation of the Gaussian noise. In Fig. 3 we show the results of the ellipse
estimation for different levels of noise using the proposed method. In this sequence the ellipse motion can
change of direction and orientation quickly and the contrast between the ellipses and the background changes
across the sequence. In the following links, we provide access to the full sequence for the different NCR levels
: video NCR=0, video NCR=0.5, video NCR=1, video NCR=2
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EL NCR σ wL wA wT λ Av. D.
(12) 0 1 1 1 8 - 0.0258
(13) 0 1 10 0.5 0 0.1 0.0258
(12) 0.5 1 1 0.5 4 - 0.0264
(13) 0.5 {3,1} 10 0 0 0.1 0.0269
(12) 1 1 1 0.5 4 - 0.0281
(13) 2 2 10 0 0 0.1 0.0301
(12) 2 2 1 0.5 4 - 0.041
(13) 2 {3,1} 10 0.5 0 0.1 0.0498

Table 1: We present the parameter configuration which minimizes the average distance error between the
estimated ellipses and the actual ones across the image sequence illustrated in Fig. 3.

EL NCR σ wL wA wT λ Av. D.
(12) 0 {3,1} 1 0 16 - 0.0197
(13) 0 1 10 0 32 0.1 0.0303
(12) 0.25 {3,1} 1 0 64 - 0.0208
(13) 0.5 {3,1} 10 0 64 0.1 0.0307
(12) 0.5 1 1 0 64 - 0.0228
(13) 1 2 10 0 64 0.1 0.0313
(12) 1 {4,2} 1 0 128 - 0.0322
(13) 2 {4,2} 10 0 64 0.1 0.0390

Table 2: We present the parameter configuration which minimizes the average distance error between the
estimated ellipses and the actual ones across the image sequence illustrated in Fig. 4.

In Fig. 4 we show the results for a sequence with the motion of ellipses showing strong occlusions. In
the following links, we provide access to the full sequence for the different NCR levels : video NCR=0, video
NCR=0.25, video NCR=0.5, video NCR=1

For these sequences we have tested different parameter configurations. For the line energy EL we use the
choices given by equations (12) and (13) and for each numeric parameters we use a range of values. In the
case of the multiscale approach for the standard deviation of the Gaussian convolution we use a single value
(1 or 2) or a 2 scale approach ({3,1} or {4,2} ). In tables 1 and 2 we present the parameter configuration
which minimizes the average distance error between the estimated ellipses and the actual ones across these
image sequences.

In Fig. 5 we illustrate the robustness of the proposed method with respect to ellipse initialization
for the first frame of the synthetic images. Using the multiscale approach (for the first frame we use
{σk} = {16, 8, 4, 2}), we observe that we properly estimate the targeted ellipses from circles which are quite
far from them.

Next, we compare the proposed method with 2 other ellipse estimation methods. The first one is an edge-
based method proposed in [36]1. The second method is the region-based snake named ovuscule, given by
the energy (4)2. The way these ellipse estimation techniques are presented and implemented is not oriented
toward ellipse tracking. For this reason, we compare the ellipse estimation for a particular frame of the
image sequence.

In the edge-based method, the algorithm needs an edge image as input. Canny edge detector, as recom-
mended by the authors, is used to estimate the edge map. In Fig. 7, we show the results of this method
using different levels of noise. We observe that the edge map is very sensitive to the noise level. In particular,
for NCR=2, the method is not able to compute one of the ellipses. This is also the case when we apply this
edge-based method to the image in Fig. 4, due to the strong occlusion of the ellipses the method is not able
to compute 3 ellipses close to the targeted ones. In Fig. 6, we present the results obtained by the ovuscule
technique, which is less sensitive to noise than the edge-based method. In Table 3, we compare the average
distance from the 3 ellipses of the frame showed in Fig. 3, 4 estimated with different methods to the actual
ones. The average distance is only computed in the case the method is able to estimate 3 ellipses close to
the targeted ones.

1We use the implementation of this method available at goo.gl
2We use the implementation of this method available at bigwww.epfl.ch
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Figure 3: Illustration of the ellipse estimation obtained by the proposed method in one frame of a synthetic
sequence corrupted with different levels of Gaussian noise. On the left we show the original image and on
the right the estimated ellipses. From top to bottom we show the results for the noise-to-contrast ratio
NCR = 0, 0.5, 1, 2.
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Figure 4: Illustration of the ellipse estimation obtained by the proposed method in one frame of a synthetic
sequence corrupted with different levels of Gaussian noise. On the left we show the original image and on
the right the estimated ellipses. From top to bottom we show the results for the noise-to-contrast ratio
NCR = 0, 0.25, 0.5, 1.
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Figure 5: Illustration of the ellipse estimation obtained by the proposed method in the first frame of the
synthetic sequence illustrated in Fig. 3 for the noise-to-contrast ratio NCR = 0, 1. We show the ellipse
initialization of the first frame (given by 3 circles) as well as the estimated ellipse.

Figure 6: Illustration of the results obtained for the ellipses in Fig. 3 and Fig. 4 for different levels of noise
using the ovuscule method.

Frame NCR Proposed method Ovuscule Hough
Fig. 3 0 0.021 0.031 0.016
Fig.3 0.5 0.021 0.038 0.035
Fig. 3 1 0.017 0.045 0.047
Fig.3 2 0.035 0.049 -
Fig.4 0 0.031 0.071 -
Fig.4 0.25 0.022 0.089 -
Fig. 4 0.5 0.034 0.093 -
Fig.4 1 0.032 0.068 -

Table 3: We present the average distance error between the estimated ellipses and the actual ones for the
frames showed in Fig. 3 and Fig. 4 for the proposed method, the ovuscule and the Hough transform.
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Figure 7: Illustration of the results obtained for the ellipses in Fig. 3 for different levels of noise using the
edge-based method proposed in [36]. On the left we present the edge map used by the method (estimated
using Canny edge detector), and on the right we show the estimated ellipses for each case.
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Figure 8: Illustration of the result obtained for one ellipse in the image of Fig. 4 using the ovuscule method
with an initial ellipse slightly different to the one used in Fig. 6. On the left we show the initial ellipse and
on the right the final result obtained by the method.

We point out that the region energy term EA in (1) is designed for the case where the image intensity is
homogeneous on both sides of the ellipse contour. So, it is not expected to work properly in images where
this assumption is not satisfied. That is the case, for instance, for the images in Fig. 4. In such case as
showed in Table 2, the best parameter configuration is obtained taking wA = 0, that is, removing the region
energy term. The ovuscule method is also a region-based energy method and then it is affected for the same
problem. In Fig. 8, we show that, in such case, the result obtained by the ovuscule method can be quite
unstable and can depend strongly on the particular initialization of the ellipse. In Fig. 8 we show how it is
possible to fix an initial ellipse close to the targeted one but the final result estimated by the method is an
ellipse that is far away from the targeted one. So, as we will show in some further experiments presented
in this paper, we fix the value of wA to zero in the case the video sequence does not satisfy that the image
intensity is homogeneous on both sides of the ellipse contour.

5.2 Real video sequences

In a real video sequence, the camera motion can introduce large displacements in the ellipse location
between consecutive frames. In Fig. 9, the estimated ellipses for the first frame of a video sequence are
depicted. For the first frame the parameter configuration is {σk} = {7, 5, 3, 1}, wL = 1, wA = 0 and wT = 0
and for the rest of the sequence the parameters are {σk} = {3, 1}, wL = 1, wA = 0.5 and wT = 32. We
point out that the first frame requires a different parameter configuration because the initial ellipses are not
expected to be very close to the targeted ones. This video consists of 717 frames of 540 × 960 pixels. We
simultaneously track 4 ellipses of different sizes in the image sequence. As illustrated in Fig. 9, the ellipses
are initialized using 4 circles which are far away from the targeted location of the ellipses in the image. In
the link video: 4 circle video sequence, we present the results for the complete video sequence. The tracked
ellipses, using as line energy term (12), are highlighted in green. In this video sequence the image intensity
inside the ellipses is darker than the surrounding background, so that we need to change the sign of the line
energy (12) in the energy estimation.

In Fig. 10, we show the estimated ellipses for the first frame of a video sequence. This video consists
of 823 frames of 960 × 540 pixels. The parameter configuration is the same as in the previous experiment
except for wA. We choose wA = 0 in this case because the area term is not adequate when we do not expect
intensity homogeneous regions on both sides of the ellipse contours (which is the case for this sequence). The
main challenges of this sequence is that we have to deal with occlusions and the light conditions introduce
shadows and specular reflections in the boundary of the coins, which makes the ellipse tracking procedure
challenging. In spite of that, the method successfully tracks the 9 ellipses trough the video. In the link
video : coins video sequence we present the results for the complete video sequence. We can observe that
the motion of the targeted ellipses, highlighted in green, is correctly estimated across the video sequence.

5.3 3D medical images

A 3D image could be considered as a pool of slices (2D images) piled along a z-axis. In this case, we
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Figure 9: Initial frame of a video sequence where we track 4 ellipses simultaneously. In blue, we show
the locations of the initial ellipses introduced manually and, in green, the final ellipses obtained using the
proposed technique with EL(.) given by 12).

Figure 10: Initial frame of a video sequence where we track 9 ellipses simultaneously. In blue, we show
the locations of the initial ellipses introduced manually and, in green, the final ellipses obtained using the
proposed technique with EL(.) given by 12).
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Figure 11: Zoom of a CT slice with the ellipse estimated using the proposed method in white and the points
manually marked by the radiologist in black.

EL σ wL wA wT λ ε
(12) 1 1 0.5 32 - 0.5675
(13) 1 100 0.25 32 0.001 0.5380

Table 4: We present the parameter configuration which minimizes the average distance error ε between the
estimated ellipses and the manual marked points in the CT scan.

consider that the z-axis is equivalent to a time axis. Like in video sequences, a coherence factor between
consecutive frames (slices) can be assumed.

For this experiment, we have used a 3D medical image (512 × 512 × 580 image size) obtained from a
CT scanner. In this case, we want to track the evolution of the ellipse corresponding to the aorta. For the
diagnosis of vascular diseases, the accurate estimation of the diameter of the vessel is a critical issue (see
[16]). In order to validate the results from a medical point of view, a radiologist has manually marked, for
each slice, some points (usually more than 8) on the contour of the vessel. In Fig. 11, we present a CT slice
where the estimated ellipse using the proposed method is depicted in white and the points manually marked
by the radiologist in black. These manually marked points are used just for validation and we do not use
them to estimate the ellipse in any way. In the link, video : CT scan, we show a zoom of the CT scan with
the results of the proposed ellipse tracking procedure and the manually marked points.

Let {xm,n}n=1,...Nk
m=1,...,M be the coordinates of the points marked by the radiologist in each slice m of the CT

scan, and let Nm be the number of points marked in each slice. We will use the following average distance
measure error ε from the manual marked points to their corresponding ellipses:

ε =

∑M
m=1

∑Nm
n=1 dist(Cpm ,xm,n)∑M

m=1Nm
, (23)

where dist(Cpm ,xm,n) represents the usual Euclidean distance between the ellipse Cpm and the point xm,n.
In Table 4, we present the parameter configuration which minimizes the average distance error ε for the
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Figure 12: 3D representation of the tubular structure of the aorta using the estimated ellipses. For each
ellipse we show a 3D circle with the radius and the 3D orientation of the associated cylinder obtained using
the proposed ellipse parameterization.

line energy given by (12) and (13). In this case the result obtained by the line energy (13) is slightly better
than in the case of (12). However, the results are more unstable. Indeed, in the case of energy (12) we have
tested 60 different parameter configurations with σ ranging between 1 and 4, wA between 0 and 0.5 and wT
between 0 and 32, and in all cases the estimated average distance ε was lower than 1 pixel, which is a good
and stable result. In the case of energy (13) we have tested 180 different parameter configurations (notice
that we have the extra parameter λ) with σ, wA and wT in the same range as before and λ ranging between
0.001 and 0.1. In this case one third of the configurations provide an average distance ε higher than 2 which
means that the method is less stable for this energy choice.

In Fig. 12, we show a 3D representation of the tubular structure obtained using the estimated ellipses
for the CT scan. For each ellipse pm = (xmc , y

m
c , r

m, αm, βm), we present a cross-section of the associated
cylinder, which is given by a circle of radius rm oriented in the 3D space according to the angles αm, βm.
Each circle is centered at the 3D point (xmc , y

m
c ,m).

We point out that when the vessel shows strong undulations (as for instance in the aortic arch) the shape
of the vessel in the CT slice has no longer an elliptical shape. To deal with this problem, in [3, 31] a medical
application is presented where the ellipse shape is estimated and tracked in the vessel cross-planes which are
also automatically tracked across the vessel centerline. Using this approach the full vessel structure can be
obtained.

6 CPU-OpenMP implementation

Two hardware platforms are the most common options to develop this kind of algorithms. The first one is
a multicore system with CPUs optimized to execute multiple instructions on different data (MIMD). The
second one is based on Graphics Processor Units (GPUs) which have been optimized to execute a single
instruction on multiple data (SIMD). The proposed algorithm uses a low data volume because the solution
is only searched within a subwindow centered at the center of the initial ellipse. Moreover, the pixel level
parallelism of the proposed algorithm is low. For both reasons, a multicore system based on CPUs is more
appropriate than a system based on GPUs.

The proposed algorithm was programmed using the object oriented language C++. We evaluated our
implementation on a PC with eight cores (2.7GHz), 12GB of RAM memory, the operating system Ubuntu
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# threads Total (msec) Energy (msec) Speedup

1 45.6 38.2 1.0
2 27.9 20.5 1.9
3 19.9 12.8 3.0
4 15.1 9.6 4.0
5 13.1 7.5 5.0
6 12.3 6.3 6.0
7 10.3 5.5 7.0
8 10.3 5.1 7.5
9 12.9 7.4 5.2

Table 5: Execution time (measured in milliseconds) with respect to the number of threads in execution. We
measure the total execution time per frame, the execution time of the energy minimization per frame, and
the obtained speedup of the energy minimization when using different numbers of threads.

14.04 LTS and the compiler gcc 4.4.4.
In order to improve the performance of the implementation, we used the common tool grof, which

generates an execution profile. As expected, the tool grof showed that the most time-consuming procedure
is the minimization of the energy (1). In each iteration of the Newton-Raphson numerical scheme used to
minimize the energy, the computation of the gradient vector and the 5 × 5 Hessian matrix of the energy
using finite difference schemes requires 51 independent evaluations of the energy. The computation of these
51 energies was optimized with OpenMP directives in the code. The OpenMP directives allowed us to take
advantage of the loop-level parallelism.

Table 5 shows the results for the platform described above. The execution times were measured with
calls to the function gettimeofday in the standard library. All measured times shown in the table are the
average of 64 measurements. The first column is the number of threads which was set using the environment
variable OMP NUM THREADS. The second column is the total execution time per frame. The third column is the
time for computing all the energies per frame. And the rightmost column is the speedup in the computation
of the minimization of the energy (1).

Table 5 shows that we obtain a linear speedup when we add more threads. It also shows that adding
more threads than the number of cores is not useful to reduce the computation time. We checked that these
results do not depend on the dynamic or static scheduling of the parallel loops.

We also use OpenMP parallelization to speedup the computation of the Gaussian convolution and gradient
of the images. However, since the contribution of this step to the total execution time is not very significant,
the speedup obtained in this step using OpenMP has not a relevant impact on the total execution cost.

7 Conclusions

In this paper we propose a multiscale parametric energy model for ellipse motion estimation in an image
sequence. The energy model is based on the combination of a line energy term, a region-based energy
term and a temporal coherence term. To minimize the associated energy, we propose a robust ellipse
parameterization based on the geometry of the intersection of a cylinder and a plane. This parameterization
is well defined in the case of circles. Moreover, no edge detection is required. The computation of this energy is
based on the gradient of the image after convolving it with a Gaussian kernel. We propose a fast multiscale
implementation of the method using a Newton-Raphson type minimization algorithm implemented using
OpenMP parallelization facilities. We present some experiments on synthetic images, real video sequences
and a 3D medical CT image. We show that the obtained results are accurate and that it can deal with very
different situations and challenging video sequences. We show that the proposed method is more robust to
noise than the usual edge-based ellipse estimation methods and can be applied in situations where other
methods, just based on a region energy term, fail because the image intensity is not homogeneous on both
sides of the ellipse contours.
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